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Research Statement 

 

A critical component of organizational decision-making is the formation of accurate beliefs such 

as investment forecasts, medical diagnoses, and job candidate assessments. In contrast with the 

common “wisdom of crowds” theory that accurate groups require individuals who are socially and 

statistically independent (preventing social learning) I find that information exchange can reliably 

improve belief accuracy—under the right conditions. Across several studies (three published in 

Proceedings of the National Academy of Sciences (PNAS), one under R&R in Management 

Science, and two in preparation) I show that the potential benefits of group information processing 

are contingent on factors such as network structure, decision framing, and communication format.  

My research not only resolves contradictions in previous research but also identifies what 

strategies should be applied in what contexts to produce optimal decisions.  

  

Collective Intelligence in the Wisdom of Crowds 

 

My dissertation paper (published in PNAS, 2017) challenged the assumption that social influence 

generally undermines the wisdom of crowds. I showed both theoretically and experimentally that 

the effect of social influence depends on the structure of communication networks. Initially, my 

model predicted that networks dominated by a few individuals (“centralized”) would lose the 

wisdom of crowds, while networks where everyone is equally connected (“decentralized”) would 

converge on the mean of independent beliefs, thus maintaining the wisdom of crowds. My goal 

was to show experimentally that claims about the negative effects of social influence could be 

explained by network structure.   

 

Using a web-based platform to generate large-scale artificial social networks, I conducted an 

experiment in which subjects completed numeric estimation tasks before and after observing each 

other’s beliefs. As expected, centralized networks converged around the belief of central 

individuals. Surprisingly, however, I found that decentralized networks did not simply converge 

on the mean.  Instead, decentralized networks became reliably more accurate across many 

replications. This finding can be explained by the observation that people who were more accurate 

also made smaller adjustments to their beliefs, acting as anchors pulling the group towards truth. 

 

In this first study, we tested relatively neutral estimation tasks, such as counting jellybeans. 

However, beliefs in more critical situations are often shaped by cognitive biases, such as partisan 

political bias, that could disrupt social learning. A primary concern in theories of political 

polarization is that people with more extreme biases are less likely to adjust their beliefs in 

response to social information. Thus, instead of the accuracy/adjustment correlation I observed in 

my first experiment, cognitive biases are expected to produce an extremity/adjustment correlation. 

 

My theoretical model predicted that networks with an equal number of Democrats and Republicans 

would preserve social learning, as opposing biases would “cancel out” in aggregate. This 

hypothesis was tested experimentally in a paper I co-authored in 2018, published in PNAS. This 

experiment confirmed not only that mixed networks produce social learning but also that partisan 

biases alter responses to social information. In contrast, my model predicted that politically 

homogeneous “echo chamber” networks containing members of only one party would—if 

polarization theories were correct—simply amplify partisan biases, rather than generate collective 
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intelligence. However, I found that the wisdom of crowds is surprisingly robust to partisan bias, 

as reported in my 2019 PNAS paper. While there remain many social-psychological processes that 

could potentially disrupt social learning, these results show that collective intelligence can 

potentially mitigate individual cognitive biases, even when all group members share the same bias.  

My future work will continue to explore the role of cognitive bias in collective intelligence. 

 

Towards a Contingency Theory of Collective Intelligence 

 

A common assumption in previous research has been that communication has the same effect on 

belief accuracy for all estimation tasks: it’s either good or bad. However, my current research 

shows that the effect of communication varies depending on task characteristics. 

 

Previous research by myself and others has largely focused on numeric estimates, but decisions in 

practice are often discrete choices. (E.g.: a group considering an investment might discuss an 

expected payoff, a numeric estimate, but ultimately must decide whether or not to invest, a yes/no 

question). To test study discrete choice decisions (known as “classification tasks” in machine 

learning) I again began with computational models. This work showed that collective intelligence 

fails for discrete choice under a wide range of assumptions: social influence only amplifies the 

initial majority, regardless of accuracy. Initially accurate groups become more accurate, while 

initially inaccurate groups become less accurate. I refer to this conundrum as the “crowd 

classification problem.”   

 

Testing this theory in experiment confirmed that collective intelligence fails for discrete choice.  

Since numeric estimates benefit from communication, one possible solution could be for groups 

to discuss numeric estimates before taking a vote on a discrete choice. However, I found—both 

theoretically and empirically—that this process also enhances the initial majority. Surprisingly, 

the discrete choice vote can become less accurate even as the mean belief becomes more accurate.  

This research is described in my paper “The Crowd Classification Problem,” currently under 

revise-and-resubmit at Management Science. 

 

These results therefore highlight the need for a contingency theory of collective intelligence that 

identifies what strategies should be applied in different contexts to make optimal decisions. 

 

The Network Structure of Collective Intelligence 

 

I am stepping into a long history of research on social belief formation. One classic strategy for 

mitigating the risk of Groupthink is the “Delphi method,” a limited communication process in 

which people share only numeric information about their estimates—the approach I take in my 

experiments. However, researchers have produced inconsistent and often contradictory 

recommendations about numeric estimates. Some evidence supports the Delphi method, some 

evidence supports unstructured discussion, and some evidence supports the claim that independent 

individuals produce the best estimates. My current research resolves these contradictions within a 

broader model that accounts for two factors overlooked in prior research. 

 

The first overlooked factor is variation in task characteristics, even for numeric estimates, 

specifically the pre-communication belief distribution. My focus on belief distribution is motivated 
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by the dynamics of networks in which a single central person has disproportionate influence on 

group beliefs. In such centralized networks, the statistical properties of the pre-discussion belief 

distribution determine the likelihood that the central individual will pull the group toward the true 

answer. In decentralized networks that lack a central individual, however, models of belief 

formation predicted that groups will simply converge on the mean belief. 

 

Surprisingly, I found empirically that pre-communication belief distributions matter even for 

decentralized networks. This factor was overlooked in previous studies (including my own) 

because they focused on the average treatment effect, thus masking heterogeneity in outcomes. 

My analysis shows that the Delphi method does consistently increase accuracy, but also shows 

that the pre-communication belief distribution moderates the strength of that effect. Remarkably, 

however, unstructured discussion sometimes increased accuracy and sometimes decreased 

accuracy, depending on pre-communication belief distribution. As a result, unstructured 

discussion was sometimes better than the Delphi method and sometimes worse. I describe this 

analysis in my working paper, “The accuracy benefits of group discussion depend on initial belief 

distribution,” available on my website. 

 

These results show how seemingly innocuous variations in the statistical properties of belief 

distributions may be able to explain contradictory findings in previous research. However, this 

empirically driven analysis simply begs the theoretical question:  why does pre-communication 

belief distribution matter?  

 

The second factor overlooked in prior research is latent network structure. Existing network 

models predict that decentralized (equally connected) networks will converge toward the mean 

belief, but are based on the common simplifying assumption that network structure is explicit: two 

people either communicate, or they don’t. However, unobserved variation in communication 

patterns can determine the effect of social influence even when there is no obvious structure, as in 

a committee meeting. Because some people can become disproportionately influential in 

unstructured discussion, these discussion groups essentially behave like centralized networks. My 

current work demonstrates that this latent network centralization can be measured from chat 

transcripts and correlated to variation in accuracy. These findings explain why, like centralized 

networks, unstructured discussion sometimes increases and sometimes decreases accuracy. I am 

currently collecting additional empirical data to support this study, which establishes a clear link 

between contemporary network theory and prior research on group belief formation. This work is 

intended for submission to Administrative Science Quarterly. 

 

Conclusion 

 

This statement has described a cumulative research agenda that combines theories of collective 

intelligence with traditional research on group decision-making. My research so far has focused 

on belief formation, and my future research will connect these findings to other aspects of decision-

making such as coordination and problem solving. I am both theoretically oriented and practically 

motivated, and my goal as a scholar is to understand the dynamics of social information processing 

to develop procedures that enable teams, organizations, and societies to make better decisions. 


