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Against Voting?  The Crowd Classification Problem 

 

Decades of research has argued that social information exchange can improve judgement accuracy 

as measured at both the group level and the individual level.  However, we show both theoretically 

and empirically that this effect is limited to numeric judgements.  In discrete choice estimates, also 

known as classification tasks—such as yes/no decisions, or selecting the better of two options—

social influence simply amplifies the majority opinion, regardless of the accuracy of that opinion.  

As a result, initially inaccurate groups become even less accurate after information exchange but 

display stronger consensus. This effect is not due only to the type of information exchanged, but 

applies more generally to any case where group members are polled on a discrete choice, as in a 

voting process.  Surprisingly, when people exchange numeric estimates prior to voting, the discrete 

choice vote can become less accurate even when the average numeric estimate becomes more 

accurate.  These results point to the need for a contingency theory of collective intelligence 

identifying the types of decisions for which social information processing can improve outcomes. 

These results also point to a simple but effective strategy: organizations should focus on 

aggregating beliefs about numeric quantities, and avoid framing problems as a discrete choice until 

as late as possible in the decision process. 

 

Key Words:  group decision-making, collective intelligence, decision theory, wisdom of crowds 

 

1. Introduction 

While many organizational decisions are routinely made by individuals, the most important decisions in an 

organization are often made by groups (Tindale et al. 2003).   However, it is not always clear whether, and 

when, group decision-making is superior to individual decision-making.  One challenge in making a broad 

statement about the efficacy of groups over individuals is that the value of collaboration may vary by task 

(Kerr and Tindale 2004, Sunstein and Hastie 2015).  Nearly every decision, however, involves some form 

of estimation.  At the most basic level, decision-making requires estimating the payoff of alternative 

solutions, and usually requires many other supporting estimations throughout the process.  Consider a firm 

deciding whether to invest in a new product: they must estimate such factors as expected time of 

development, potential sales, and the cost of production, along with the potential payoff of alternative 

investments.   
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On the one hand, the benefits of group decision-making are straightforward.  As a strictly statistical 

phenomenon, the average numeric judgement in a group of individuals is mathematically guaranteed to be 

more accurate than the judgement of any randomly selected individual (Hogarth 1978, Hong and Page 

2008).  This property of group beliefs emerges directly from the standard variance-bias tradeoff for a 

statistical estimator, which shows that the (squared) error of the average belief in a group is less than or 

equal to the average (squared) error of individuals,  a property which Page has termed the “Crowd Beats 

Average Law” (2007:209).  This result has a long history of usage in research on forecasting (Clemen 

1989), and has recently become a popular foundation for the “wisdom of crowds” theory, which 

demonstrates the benefits of group decision-making (Becker et al. 2017, Hong et al. 2016, Hong and Page 

2008, Lorenz et al. 2011, Page 2007).   

On the other hand, group decisions do not emerge simply from the aggregation of individual 

judgements, but instead typically involve information exchange between group members—i.e., 

deliberation, discussion, and social influence.  While the wisdom of crowds theory commonly assumes that 

people are statistically and socially independent, the problem of “groupthink” can emerge when individuals 

interact during the decision-making process.  The risk of groupthink is that intelligent individuals with 

otherwise accurate independent beliefs can make disastrous decisions when operating in a group (Janis 

1982).  As a result, a great deal of research and popular writing on the wisdom of crowds has adopted the 

premise that in order to obtain the statistical benefits of belief aggregation, groups must be composed of 

individuals who are both statistically and socially independent (Hong et al. 2016, Lorenz et al. 2011, Nofer 

and Hinz 2014, Surowiecki 2004).  Needless to say, such independence presents a challenge in many, if not 

most, empirical settings.  

The risk of groupthink, however, can be mitigated via structured information exchange.  Both Janis 

(1982) and Surowiecki (2004) observed that the risk is greatest when decisions are driven by an overly 

domineering leader who fails to incorporate all of the information held by its constituent members.  Formal 

mathematical models of belief formation in networks support this observation, arguing that groups will 

form accurate judgements when each person’s individual estimate contributes equal weight to group beliefs 

(Becker et al. 2017, Golub and Jackson 2010).  These predictions have been confirmed by experimental 

studies, which not only show that groups can maintain accuracy while sharing information, but even show 

that social information processing can improve accuracy (Becker et al. 2017, Jayles et al. 2017, Navajas et 

al. 2018, Noriega-Campero et al. 2018). 

While these results are optimistic, they also all share an important limiting factor:  they only consider 

continuous numeric estimation tasks.   For organizational decisions, numeric estimation tasks are equivalent 
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to explicitly estimating the expected payoff of an investment (e.g., how many units will sell?) or the length 

of time a project will take to complete.  In practice, however, many organizational decisions do not conclude 

with such explicitly numeric estimates.  Rather, people and organizations must make decisions in terms of 

discrete options—yes or no, in or out, up or down.  

Under the unrealistic (Cyert and March 1963) assumption of fully rational decision-making, people 

would always first make a careful numeric estimate to inform their final discrete decision.  However, the 

the cognitive limits of rationality (Simon 1955) requires research on group decision-making to assess how 

social influence impacts discrete choice estimates.  Fisher & Keil (2018) find that even when individuals 

are faced with explicit numeric information, they tend to use a dichotomizing heuristic that organizes 

information into a binary space.  Soll & Larrick (2009) find that when individuals are presented with 

numeric information about other people’s beliefs, they are more likely to choose dichotomously between 

them than take an average, which would be the optimal rational behavior.  Most importantly, even when 

individual people do carefully develop explicitly numeric estimates, group decisions are nonetheless 

frequently reached through a vote as might occur in a committee.   

In other words, understanding the effect of social influence on group decisions means studying discrete 

choices and not just numeric estimates—not how much an investment is worth, but simply whether or not 

to invest.  We argue, drawing on a combination of theoretical and empirical evidence, that the benefits of 

group decision-making observed for numeric estimation do not extend to discrete choice decisions.  We 

find instead that social information processing of discrete estimates undermines the wisdom of crowds 

precisely when the benefits of collective intelligence are most needed.  When the majority of group 

members initially favor the incorrect opinion, social influence nearly always enhances the majority 

opinion—thus making the group less accurate while generating increased consensus. 

 

2. Discrete Choice Decisions 

Statistical modeling (in the form of machine learning) provides a useful analogy for characterizing the two 

types of estimation tasks a group might confront. Numeric estimation tasks correspond to regression 

models:  algorithms (or people) map information onto a number. Examples of numeric estimation tasks 

include determining the value of an investment or the potential size of a market for a new product.  Discrete 

choice tasks, on the other hand, correspond to classification1 models, which select from a set of possible 

                                                      

1For discrete choice estimates, i.e. classification tasks, we assume that the possible outcomes are given a priori and 

the task is to assign the correct label, as in machine learning classifiers. This process is distinct from “classification” 
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outcomes.  Examples of discrete choice estimation include tasks such as determining whether or not an 

investment should be funded, whether a new market should be entered, or whether a job candidate should 

be hired. Classification estimates, or discrete choice decisions, play a fundamental role in a wide range of 

decisions that also have numeric estimates. Physicians may form probabilistic diagnoses, but ultimately 

must determine whether or not to initiate treatment (Pauker and Kassirer 1980).  Investment decisions 

involve many numeric estimates, but ultimately reduce to a discrete decision about whether or not to invest.   

 

2.1. The Crowd Classification Problem 

On the surface, group decisions appear to offer the same advantages for both discrete choice estimates and 

numeric estimates.  For example, the pooled intelligence of many physicians can outperform the best 

individual physicians in generating cancer diagnoses, a discrete classification task (Kurvers et al. 2016, 

Wolf et al. 2015).  Hastie and Kameda (2005) use simulation to study a hypothetical a scenario in which 

groups must identify the highest-payoff option among several alternatives, finding that the averaging rule 

(choose the option with the highest average estimate) performs roughly as well as the majority vote rule.  

Csaszar and Eggers (2013) examined this finding under more general assumptions, finding that voting can 

even outperform averaging in some circumstances.   

This research suggests that scholars operating under the “collected intelligence” paradigm for the 

wisdom of crowds—i.e., collect and aggregate independently generated estimates—do not need to 

distinguish between discrete choice and numeric estimates.  However, people are rarely independent, and 

information is frequently exchanged through both formal organizational processes and informal networks 

(Ibarra and Andrews 1993, Salancik and Pfeffer 1978).  Understanding the wisdom of crowds as “collective 

intelligence”—i.e., the result of social information processing—requires understanding how estimates are 

shaped by social influence.  When beliefs are formed collectively, rather than being formed independently 

and then collected, discrete choice and numeric estimates display remarkably distinct properties.  While 

social influence can reliably improve the accuracy of numeric estimates (Becker et al. 2017, Farrell 2011, 

Gürçay et al. 2015, Jayles et al. 2017), we find that for discrete choice estimates, social influence processes 

simply amplify the majority, regardless of accuracy.  However, majorities are risky. 

The crowd classification problem can be traced to the observation that the “crowd beats averages law” 

(Page 2007) does not offer the same guarantee for discrete choice estimates as it does for numeric estimates.  

For numeric estimates, the crowd beats averages law guarantees that the average belief is more accurate 

                                                      

as the process of giving names (i.e., naming categories) for “kinds” of novel phenomena, as in taxonomic relations 

(DiMaggio 1987, Rosch et al. 1976). 
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than a randomly selected individual.  However, for discrete choice estimates, there is no such comparable 

“average” belief.  The crowd decision is represented simply by the choice favored by a majority vote, and 

is better described by the Condorcet (1785) jury theorem.  When individuals have a greater than 50% chance 

of selecting the incorrect choice, a large group is nearly guaranteed to make an incorrect choice.  For 

example, if each person has a 60% chance of selecting the incorrect choice, then a large group has an 

(almost) 0% probability of making the correct choice in a majority vote (by the law of large numbers) but 

a randomly selected individual has a 40% chance of making the correct choice.  Thus the probability that a 

randomly selected individual will make the correct choice is higher than the probability that the crowd will 

make the correct choice, which directly contradicts the crowd-beats-averages law.   

Despite this statistical property, the crowd classification problem is not a problem for collected 

independent estimates, but emerges when these properties are considered in the context of social 

information processing. For numeric estimates, the mean belief is mathematically guaranteed to be more 

accurate than the average individual, and so a convergence toward the average is guaranteed to improve 

individual accuracy (on average) with no effect on the crowd estimate itself. Empirically, social influence 

has even been found to improve the accuracy of the average belief (i.e., the crowd estimate itself) because 

accurate people make smaller adjustments in response to social information (Becker et al. 2017, Madirolas 

and de Polavieja 2015). However, for discrete choices, convergence toward the mean will simply amplify 

the existing majority, which is not guaranteed to be more accurate than the average individual. As we find 

in simulation, even a correlation between accuracy and adjustment does not prevent groups from converging 

on the most popular option in discrete choice estimates. 

One conclusion from this argument could be to encourage people to discuss numeric estimates before 

taking a vote on discrete choice. However, we find that even numeric information exchange amplifies the 

majority choice.  This paradoxical possibility can be illustrated with a simple example. Consider a 

committee faced with an investment opportunity, who will take the opportunity if they believe the 

investment will offer at least 10% return.   Assume the true return will be 5%, but this is unknown to the 

committee. Table 1 shows an example of how the distribution of beliefs might look before and after 

discussion.  Before discussion, a poll of numeric beliefs (i.e., asking each person how much they expect the 

investment to return) shows that the mean belief is that the investment will offer a 13% return, and that 

Committee Member A B C D E F G H I J  

Group 

Mean  

Pct. 

≥10 

Pre-Discussion Belief 5 6 8 9 12 13 15 17 20 25  13  60% 

Post-Discussion Belief 5 6 10 11 12 13 14 15 16 17  11.9  80% 

 

Table 1.  Numeric Example of the Crowd Classification Problem 
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60% of committee members would vote to invest.  After discussion, the mean belief is an 11.9% return—

closer to the true value—but now 80% of the committee members would vote to invest.  Thus while the 

increasingly accurate mean belief might convey that the group has become less confident after discussion 

(as their mean estimate is now closer to the decision threshold) the vote-based consensus has increased.  

While Table 1 shows a contrived example constructed intentionally to illustrate the crowd classification 

problem, we find that this dynamic plays out consistently in both simulation and experimental data. 

 

3. Research Overview and Hypotheses 

We present two studies on decision-making in groups.  Study 1 examines the scenario in which people form 

and exchange discrete estimates throughout the decision-making process.  Study 2 examines the scenario 

in which people form and exchange numeric estimates before taking a vote on a discrete choice outcome.   

For each study, we adopted a two-step research approach.  We started with a formal theoretical model for 

each process which simulated the behavior of interest—discrete choice decisions in interacting groups—

and allowed us to develop testable predictions (Macy and Willer 2002).  We present the predictions from 

these theoretical models as our two research hypotheses, one for each study.  We then conducted empirical 

research to verify these theoretical predictions. Hypotheses, analyses, and sample sizes Study 1 were pre-

registered with the Open Science Framework.2   Study 2 consists of a re-analysis of previous data.  All new 

experimental data and the code to replicate our analyses, re-analyses, and simulation is available as 

supplementary materials to this article (see Appendix). 

 

3.1. Hypotheses 

Our theoretical models follow the same contagion-like opinion model (DeGroot, 1974) as previous research 

studying numeric estimates in the wisdom of crowds (Becker et al. 2017, Golub and Jackson 2010, Gürçay 

et al. 2015, Madirolas and de Polavieja 2015).  The DeGroot model assumes, very simply, that each person 

starts with an independent belief. After learning the beliefs of their peers, people then revise their belief to 

become more similar to their peers, following a common observation in social psychological research (Asch 

1951, Deutsch and Gerard 1955, Jenness 1932, Sherif 1935).  When making this revision, people place 

some weight on their own initial belief and some weight on social information, where the amount of weight 

                                                      

2 Pre-registration link contains author information and has been removed for blind peer review 
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is a parameter in the model.  We describe this model in the Appendix, where we also show that this model 

of numeric estimates reduces to a simple threshold decision model for discrete choice. 

Study 1 examines the effect of social information exchange when people both form and exchange 

discrete choice estimates.   Based on our theoretical research, we test the following hypothesis: 

Hypothesis 1: When individuals form and exchange discrete choice decisions, social influence 

dynamics will always amplify the majority opinion, regardless of accuracy.   As a result, groups that 

are initially accurate will become more accurate while groups that are initially inaccurate will become 

less accurate. 

Because our simulation study required us to make key assumptions about individual behavior, we began 

our empirical research for Study 1 by examining individual behavior, presented as Study 1A.  We used the 

results from this study to develop an empirically calibrated agent based model (Smith and Rand 2018) of 

group dynamics, which served both to ensure that our initial theoretical results were consistent with 

empirical behavior of individuals and also calibrate our theoretical predictions.  We then used these 

empirically calibrated simulations to generate power tests and design a study in which subjects directly 

interacted.  In Study 1B, subjects simultaneously formed and exchanged discrete-choice estimates through 

an ad-hoc social network on a web-based platform.   

Our first hypothesis assumes that individuals both form and share discrete choice estimates, implying 

that group decisions may be optimized by encouraging people to first form and exchange numeric estimates, 

and polling them on their final discrete choice. However, we find in simulation that even when people form 

and exchange numeric estimates, social influence still amplifies the majority choice in most cases.  We 

therefore test the following hypothesis in Study 2: 

Hypothesis 2:  When individuals form and exchange numeric estimates, and are then polled on their 

discrete choice, social influence dynamics will (nearly) always amplify the majority opinion, regardless 

of accuracy.  This effect occurs despite the reliable increase in the accuracy of the average estimate. 

Because previous research has tested the effect of social influence on numeric estimates (and made their 

data publicly available), we test this second hypothesis with a re-analysis of previously published data on 

numeric estimates.  

 

4. Study 1:  Forming and exchanging Discrete Choice 

4.1. Theoretical Results 

We begin by describing our theoretical analysis.  Previous theoretical research makes use of two basic 

models for discrete choice.   The “voter model” assumes that people take turns updating their opinion, and 
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at each time step, randomly choose a peer to emulate (Castellano et al. 2009, Mossel and Tamuz 2017).   A 

more plausible model is the “majority rule” model which is similar to the voter model, but assumes that 

individuals adopt the majority opinion of their peers (Castellano et al. 2009, Mossel and Tamuz 2017).  

Both of these models produce straightforward results showing the crowd classification problem: whatever 

belief is initially held by the majority grows until the entire population holds that belief. 

However, both of these models assume that each individual responds equally to social influence.  In 

contrast, empirical research on social belief formation has found that response to social information varies 

with reported confidence (Madirolas and de Polavieja 2015) as well as accuracy (Becker et al. 2017).  We 

therefore simulate two additional models, described in the Appendix, to test the robustness of the theoretical 

expectation that social influence will enhance the majority opinion.   

The first model follows a signal detection approach to crowd wisdom (Hong and Page 2009, Juni and 

Eckstein 2017, Welinder et al. 2010).  This model assumes that individuals receive a noisy signal about the 

world, and that the strength of the signal informs their confidence.  This model produces a population in 

which confidence is inversely predictive of accuracy when the majority is incorrect, which is consistent 

with empirical research on discrete choice estimation (Koriat 2012).  However, research on numeric 

estimates has suggested that accuracy positively correlates with confidence (Becker et al. 2017, Madirolas 

and de Polavieja 2015), and therefore we also simulate a model in which people with the correct answer 

are more confident, i.e. are less likely to change their belief (March and Simon 1958).    

Surprisingly, even when confidence is correlated with accuracy (either positively or negatively) social 

influence always (in expectation) enhances the majority for discrete choice estimates, regardless of the 

accuracy of that majority.  Advancing previous theoretical work, these simulations show that majority-rules 

dynamics are robust to a wide range of assumptions about individual behavior.  Generally, however, these 

results can be understood as deriving from one simple assumption:  regardless of any variation between 

accuracy and confidence, agents will never revise their belief if the majority already agrees with them.  As 

a result, only those individuals in the minority will change their belief. 

 

4.2. Study 1A:  Experimental Study of Individual Behavior 

We begin our empirical investigation of the crowd classification problem with an experiment designed to 

estimate a model of individual behavior.  This experiment prompted subjects to complete discrete choice 

estimation tasks and then provided them with social information from “digital confederates”—i.e., 

simulated social information—in order to assess the likelihood that they would change their response. 
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We start with an experiment on individual behavior for two reasons.  First, people embedded in groups 

are not statistically independent, which limits causal inference about individual behavior.  Second, 

endogenous social influence dynamics are not guaranteed to provide the full range of possible social 

information.  By manipulating social information directly, we can provide a full range of disagreement 

(confederates all disagree) to agreement (confederates all agree) via random assignment.  This random 

assignment allows us to estimate a causal model showing the effect of varying levels of 

agreement/disagreement on the probability that a subject will change their estimate. 

4.2.1. Study 1A Methods. Subjects recruited from Amazon Mechanical Turk (“MTurk”) completed 

discrete choice estimates before and after observing simulated social information. The estimation task asked 

subjects to estimate the number of M&M candies in a jar based on a photograph. Subjects provided their 

responses by selecting one of two options (“Above 350” and “Below 350”) provided in random order. This 

threshold was selected based on pre-test data in which subjects were simply asked to provide a numeric 

response; the median estimate was approximately 350. We chose the median as the basis for the option set 

under the assumption that it would yield approximately 50% accuracy in a discrete choice estimate. 

 After first providing an independent estimate, subjects were shown the estimates of 10 digital 

confederates (simulated peers) and prompted to provide their estimate again, i.e. given the opportunity to 

revise their initial estimate.  Subjects were then shown responses by the digital confederates again (which 

did not change) and given the opportunity to revise their estimate again.  By this method, subjects provided 

three estimates in total—one independent estimate and two socially influenced estimates, following the 

method described in previous research on numeric estimates (Becker et al. 2017).   Subjects were randomly 

assigned to one of nine conditions, where a condition determined the amount of (dis)agreement shown by 

the digital confederates, ranging from 10% (1 of 10 digital confederates agreed with the subject) to 90% (9 

of 10 digital confederates agreed with the subject).  We collected responses by 50 subjects per condition, 

generating data for 450 subjects in total, following our pre-registered sample size. 

To ensure that the simulated social information provided by digital confederates was realistic, the 

procedure for Study 1A followed identically the procedure commonly used for synchronized web-based 

network experiments, including the procedure planned for Study 1B.  Thus, although subjects completed 

the estimation tasks individually, they were nonetheless required to arrive at the experimental website 

simultaneously and wait for other players to arrive.  Except for experimentally controlled variation, the 

subject experience for Study 1A was therefore identical to the subject experience for Study 1B. 

To facilitate simultaneous participation, subjects were sent a notification prior to the scheduled 

experiment describing the research.   Subjects were told the task would take a maximum of three minutes 
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and offered a guaranteed pay of $0.50 for participating.  To incentivize honest reporting, subjects were 

offered a bonus up to $0.50 based on accuracy, for a total maximum payment of $1.00. 

Subjects were recruited from a panel of 21,121 MTurk members who had previously enrolled to 

participate in research with our university research lab.  Invitations for Study 1A were sent to a random 

sample of 1,000 subjects from this panel. Upon arrival at the study website, subjects completed informed 

consent, read instructions describing the task, and provided a “username.”  Upon completion of this 

introductory content, subjects were shown a countdown timer until the task began.  

4.2.2. Study 1A Results. To estimate the effect of social information on individual beliefs, we examine 

the change in answers from Round 1 (independent estimate) to Round 3 (influenced by digital 

confederates).  As expected, subjects were more likely (P<0.01, proportion test) to change their answer 

when the majority of confederates disagreed (30% of subjects switched their answer) than when the 

majority of subjects agreed (only 3% switched their answer).  Subjects were also unlikely to change their 

answer when half of the digital confederates agreed (only 7% switched).   

4.2.3. Estimating model of individual behavior.  Consistent with early research on conformity (Asch 

1951), we observe a sharp drop-off in the effect of social influence as the level of apparent agreement 

increased.  While over 50% of subjects revised their answer when only 1 of 10 simulated peers agreed with 

the subject, fewer than 25% of all remaining conditions revised their answer.  Figure 1 shows the primary 

result of interest, which is an estimation of individual behavior as a function of social information, P(x) 

where x is the proportion of social agreement and P(x) is the probability that a subject will revise their 

answer.  This function is a sufficient statistic for calibrating our theoretical model. 

Figure 1. Probability of Revising in Individual Experiment 

Notes:  Error bars show 95% confidence intervals. 
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We also examine the possibility that the probability of changing belief is a function of initial accuracy.  

We find a moderate effect of accuracy, such that people were less likely to revise their answer if they were 

initially accurate (P<0.08, proportion test).  Overall, 19% of individuals who were initially inaccurate 

revised their answer, while only 13% of those individuals who were initially accurate revised their answer.  

Although these results are relatively weak, we also observe this relationship in Study 1B. 

4.2.4. Empirically calibrated model of group behavior.  Using the estimated model of individual 

behavior, we again simulated the effect of social influence on discrete choice estimates in groups.  For these 

simulations, we did not model the relationship between accuracy and revision probability, because the 

effects were relatively weak, and parsimony is a recommended approach for generating theoretical models 

(Macy and Willer 2002).  The results of this calibrated simulation corroborated our initial theoretical results.  

These results also allowed us to generate an empirically calibrated prediction for the effect of social 

influence at different levels of disagreement, which shows a non-monotonic effect of disagreement, as 

shown in the grey ribbon in Figure 2.   We find that the change in group beliefs are smallest when the group 

is near full agreement and when the group is split 50/50 or close to an even split:  in both cases, very few 

individuals are likely to change their answer.   

4.2.5. Study 1A Discussion.  The observation that accurate individuals were less attentive to social 

information was surprising.  Although this observation is consistent with prior experimental research on 

numeric estimation (Becker et al. 2017, Madirolas and de Polavieja 2015), it is not consistent with prior 

experimental research on discrete choice tasks (Koriat 2012). One possible explanation is that our 

experimental design requires subjects to make discrete choice about an underlying numeric quantity.   

However, the discrete choice tasks studied in previous research (Koriat 2012) used general knowledge 

recollection tasks, such as whether or not Philadelphia is the capital of Pennsylvania, which can be heavily 

influenced by common misconceptions about the state of the world (e.g., large cities tend to be capitals).  

In contrast, the estimation tasks studied here require people to interpret available information, a common 

task in organizational decisions, rather than simply recall information. 

The primary objective of Study 1A was to test whether our basic hypotheses about group behavior were 

empirically consistent with individual behavior and generate empirically calibrated simulation results.  We 

also used our calibrated model for power tests to determine our pre-registered sample size for Study 1B. 

 

4.3. Study 1B:  Group Dynamics of Discrete Choice 

4.3.1. Study 1B Methods. Our second experiment follows a method almost identical to Study 1A, with 

several variations.  First, in order to allow subjects to respond in real time to each others’ estimates (as 



CROWD CLASSIFICATION PROBLEM 13 

 

 

 

opposed to using digital confederates in Study 1A) subjects were randomly assigned to groups of 20.  Each 

subject was shown all other responses within their group, as in a committee meeting or roll call voting. 

To ensure robustness across different types of estimation tasks, we used 5 different questions:  

estimating the number of candies in a jar, estimating the caloric content of a dessert, estimating employment 

statistics in the United States, estimating public attitudes toward technology (as measured by the General 

Social Survey), and estimating the total market capitalization of Coca-Cola.  Exact wording of each question 

is provided in the Appendix. 

To ensure a wide variation in initial group accuracy, we used three different versions of each question 

corresponding to three different decision thresholds.  E.g., groups estimating the number of candies were 

randomly assigned to one of three option sets:  (1) “More than 350 / Less than 350”,  (2) “More than 275 / 

Less than 275”, and (3) “More than 500 / Less than 500.”   These thresholds were chosen by pre-testing 

questions and obtaining the distribution of numeric responses, and then selecting thresholds expected to 

produce high accuracy, low accuracy, and 50/50 split.  Within a given trial, the order of the two options 

was randomized across subjects. 

The recruitment process and experimental procedure was otherwise identical to Study 1A. 

4.3.2. Study 1B Results.  Our experimental results produced a strong fit with our theoretical 

predictions.  Figure 2 shows our experimental results (colored points, red line) compared against our 

theoretical predictions (grey line).  As predicted, we find that social influence dynamics increase the 

majority opinion regardless of accuracy.    

To measure the effect of social influence on accuracy, we measure accuracy at Round 1 and Round 3 

as the percent of individuals with the correct answer.  We report the arithmetic difference between those 

two results, so if a group goes from 50% accuracy to 60% (40%) accuracy, the change is +10 (-10) 

Figure 2.  Change in Group Accuracy as a Function of Initial Group Accuracy 

Notes:  Grey line indicates simulation results (grey ribbon indicates 95% prediction interval), colored points 

indicate experimental results, and red line indicates a polynomial best fit to the experimental data. 
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percentage points.  On average, groups that were initially inaccurate (N=26) decreased in accuracy by 6.3 

percentage points (P<0.02, Wilcoxon rank sum test), while groups that were initially accurate (N=33) 

increased in accuracy by 10.2 percentage points (P<0.001, Wilcoxon rank sum test) and the two conditions 

were significantly different (P<0.001, Wilcoxon rank sum test).   

These tests are relatively conservative, since they include outcomes for groups in which the average 

belief (proportion voting for each answer) did not change at all.  Table 2 shows the total count of each 

outcome (increase in accuracy, decrease in accuracy, or no change) conditional on initial accuracy 

(accurate, inaccurate, or split). Conditional on showing any change at all in the majority, 81% of the initially 

inaccurate groups became less accurate (P<0.01, proportion test), with an average decrease of 7.8 

percentage points.  In contrast, 100% of the initially accurate groups, conditional upon showing any change 

at all, became more accurate (P=undefined) with an average increased accuracy of 12.4 percentage points. 

4.3.3. Relationship between accuracy and revision.  As in Study 1A, we observe evidence that 

individuals who are more accurate are less likely to revise their answer.  Effect sizes were similar:  21% of 

initially inaccurate individuals revised their answer after observing social information, while only 13% of 

initially accurate individuals revised (P<0.01, logistic regression).  Because we did not experimentally 

control social information in this study, we test this effect after controlling for group accuracy.  We find 

that the effect is robust across alternative statistical tests, including a bivariate proportion test. 

 

4.4. Study 1 General Discussion 

Study 1A and 1B both provide strong evidence for the main hypothesis of this paper:  the benefits of 

collective intelligence via social information processing, previously observed in several studies on numeric 

estimates (Becker et al. 2017, Farrell 2011, Gürçay et al. 2015, Gustafson et al. 1973, Jayles et al. 2017, 

Navajas et al. 2018), do not extend to discrete choice estimates.   An important implication of this finding 

relates to a unique risk of discrete choice estimates in small groups such as boards, task forces, and 

committees.  If individual beliefs are close to evenly split, a committee vote may favor one or another 

decision simply by chance variation.  While this initial random chance may tip the scales only slightly, 

social influence can turn this minor majority into an apparently robust democratic mandate.  Indeed, in one 

Table 2.  Count of Study 1B Outcomes by Initial Accuracy and Change in Accuracy 
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experimental trial, we observed an initial accuracy of 47%.  Had we polled those people on another day, or 

had one person failed to offer an answer, then the vote may have turned out differently.  Nonetheless, this 

slight 53% majority (in favor of the incorrect opinion) ballooned to a robust 74% consensus after subjects 

observed each other’s beliefs. This increased consensus is problematic not only due to its inaccuracy but, 

perhaps more importantly, because it could lend additional (unfounded) confidence in the group’s collective 

decision. 

One notable deviation from our theoretical prediction is the task in which subjects estimated the total 

market capitalization of Coca-Cola (blue points, Figure 2):  in 3 of 5 trials where the group was initially 

inaccurate for this question, the majority improved.  This unexpected result occurred for only 1 trial in total 

across all other questions.  Notably, unlike other questions, the Coca-Cola fact can be easily answered by a 

web search: on Google, this query displays the correct answer immediately.  This question was chosen 

based on pre-tests, in which we found low levels of response accuracy, indicating that subjects were 

unfamiliar with web searches for financial data.  However, the additional revision opportunities allowed in 

our experimental trial offered further opportunity to search for the answer online.  This explanation is 

confirmed by user feedback.  In a post-experiment survey, subjects were asked to comment on their 

strengths in the task.  Users indicated a familiarity with the stock market and the “ability to use a computer” 

(i.e. conduct a web search) as strengths for this task. 

Even as this particular set of trials contradicts our theoretical expectation, these results also help to 

define the scope of our theoretical model:  we are interested in the scenario in which a group must make a 

decision based on information they have already gathered.  That is, we study social information processing.   

In contrast, the nature of this particular question allowed people to gather new information during the social 

interaction, such that the effects of individual information gathering outweighed the effects of social 

information processing, generating improved accuracy even when the group was initially inaccurate.  These 

results therefore highlight the importance of theorizing information processing (e.g., discussion) distinctly 

from information gathering (e.g., web search or other research). 

 

5. Study 2:  Exchanging Numeric Estimates Prior to Voting 

One possible conclusion from Study 1 is that people should discuss numeric estimates prior to voting on a 

discrete choice.   Consider again the situation where a firm must decide whether or not to invest in a given 

asset.  Such a decision naturally follows a threshold model:  if the asset meets a critical value in its expected 

return (e.g., offers a greater expected return than some alternative) then the firm will choose to invest.   In 

such a case, we might conclude from Study 1 that decision-makers should first discuss their numeric 
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estimates of the expected return on the investment, and then ultimately take a vote on whether or not to 

invest.  Surprisingly, we find that even this process would decrease the accuracy of the final discrete-choice.  

Moreover, we show that the decrease in voting accuracy occurs even when the group’s average numeric 

estimate becomes more accurate.    

 

5.1. Study 2: Theoretical Analysis. 

To theoretically study the effect of voting after numeric discussion, we follow the exact procedure for 

modeling numeric estimate formation described in previous research, which provides a good approximation 

to empirical data (Becker et. al, 2017). However, instead of measuring the accuracy of the group mean as a 

single outcome for each question, we measure the accuracy of the group’s vote as a function of the variable 

decision threshold D.   For example, a group considering an investment may first discuss the numeric value 

of that investment, but the decision to invest may then depend on some critical threshold of $10, $1,000, or 

$1 million.  Each threshold will produce a different outcome for the majority vote.   

We provide detailed results on this analysis in the Appendix.  Generally, we find that even as the 

average numeric estimate becomes more accurate (consistent with prior research) the majority opinion on 

the discrete choice vote is amplified, regardless of accuracy, consistent with the model in Study 1. This 

simulation shows that the seemingly paradoxical example provided in Table 1 in fact represents the most 

likely effect of the dynamics of numeric information exchange. 

To illustrate why this dynamic is a natural result of numeric information exchange,  Figure 3A shows 

how varying the location of the decision threshold D can produce different results for a fixed belief 

distribution and true value.  In this figure, the colored bars below the distribution indicate the initial 

accuracy (top bar) and the change in accuracy (bottom bar) as a function of the decision threshold D. The 

explanation lies in the expectation that people converge toward the mean belief in a group (Becker et al. 

2017, DeGroot 1974). For the purpose of illustration, this figure approximates these dynamics by showing 

revision toward the median.  This figure illustrates a case where the median belief becomes more accurate, 

consistent with prior empirical research. 

The key observation is that the only people who will change their discrete choice vote are those people 

whose beliefs cross the decision threshold D as they revise their numeric answer toward the median.  When 

the median belief is initially on the correct side of the threshold (so the majority of the group is initially 

correct) then people crossing the threshold will be revising their beliefs in the correct direction.  However, 

when the median belief is incorrect (so the majority is initially incorrect) then the people crossing the 

threshold toward the median will be revising in the wrong direction.  As a result, the majority is enhanced 
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in both cases.  Thus, when the majority is initially incorrect—precisely when a group most needs collective 

intelligence—the incorrect majority will simply grow stronger, even as the average belief becomes more 

accurate. 

Our simulation did uncover one exception, also illustrated in Figure 3A, where an initially inaccurate 

group can become more accurate.  This rare exception occurs when the threshold is very close to the median 

estimate, and the median estimate itself crosses the threshold as a result of social information processing.  

Notably, however, this outcome results from the assumption that the mean is more accurate than the median, 

so that the median becomes more accurate as the group converges on the mean.   While this distribution 

has been commonly observed in several previous empirical studies (Becker et al. 2017, Kao et al. 2018, 

Lorenz et al. 2011) it is by no means a mathematical or empirical necessity. If the mean were instead less 

accurate than the median, then social influence would decrease the accuracy of the median. In such a 

scenario, any change in the majority preference would be a change in the incorrect direction. 

 

5.2. Study 2: Empirical Analysis 

To test this theory, we re-analyze data made publicly available as supplementary materials to research 

published by Becker, Brackbill, and Centola (2017).  This experiment followed a nearly identical procedure 

to Study 1B, but using numeric estimation tasks, and full details on their method can be found in their 

publication.  In brief, subjects provided independent estimates, were able to observe information about the 

estimates of other subjects in the study, and provided revised estimates.  The social information process 

was then repeated (as in Study 1A and 1B) so that subjects provided three estimates in total, one independent 

Figure 3. Theoretical Illustration and Empirical Results For Numeric Exchange Before Voting 

Notes:  In Panel A, Lines M1 and M2 indicate median at time 1 and time 2.  Bottom bars show outcomes as 

a function of decision threshold D. 
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estimate and two socially influenced estimates.  A script to download their data and replicate our re-analysis 

is available in supplementary materials to this paper (see Appendix). 

4.7.1. Study 2 Empirical Methods.  To assess the accuracy of discrete choice estimates on this dataset, 

our analysis examines the following hypothetical: what answer would each individual have given if they 

were asked whether the numeric value was above or below some critical decision threshold D? To answer 

this question, we empirically measure the accuracy of each experimental group as a function of D, which 

we denote A(D).  One important note is that different thresholds can produce the same level of voting 

accuracy if they fall on different sides of the median.  As an example, consider a question in which the true 

answer is 1000.  Suppose also that 75% of people provided an answer above 500, and that 75% of people 

provide an answer below 1500.  Then the group accuracy A(D) is 75% for both D=500 and D=1500. 

To allow comparison across questions with widely different ranges of answers, we consider thresholds 

corresponding to percentiles rather than numeric values. To accomplish this, we first measure the empirical 

quantile function Q(P) for each response distribution, where P denotes the percentile under consideration. 

The quantile function asks:  what is the decision threshold D=Q(P) such that P% of people provide an 

answer lower than D? We can then measure accuracy as a function of percentile A(Q(P)) which asks: if the 

decision threshold D were set at the Pth percentile, how many people would have the correct answer? In the 

above hypothetical example, A(500) is equivalent to A(Q(25)), since 25% of people gave an answer below 

500. Similarly, A(1500)=A(Q(75)). This normalization procedure allows us to compare across questions 

with different distribution scales. To illustrate why this procedure allows comparison across questions, we 

note that A(Q(0.5)) is always 50% in large samples since this measures the accuracy A(D) where the 

threshold D is the median, i.e. where D=Q(0.5) and responses are evenly divided on both sides of the 

decision threshold D.  More generally, A(Q(P)) is always either P or (1-P) in expectation, although this 

relationship is noisy in small sample sizes where not every percentile has a unique value. 

4.7.1. Study 2 Empirical Results.  For each experimental trial in our data reanalysis, we empirically 

asses the numeric threshold D=Q(P) for all values P from 0.01 to 0.99 in increments of 0.01 prior to social 

influence.  For each value of P, we measure the accuracy A(D) both before and after social influence.  We 

then aggregate across all results, and calculate the average change in accuracy as a function of initial 

accuracy, shown in Figure 3B. (Figure A2 in the Appendix provides an alternative analysis showing results 

as a function of P, which shows the same outcome but is harder to interpret.)  As predicted, we find that 

group-question-threshold combinations that are initially accurate become generally more accurate after 

social influence, while those that are initially inaccurate become less accurate.  Notably, a group-question 
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pair will be initially accurate for some thresholds and inaccurate for other thresholds, depending on which 

side of the median the threshold falls. 

As noted in our theoretical analysis, one exception to these dynamics is the case where the threshold is 

near the median.  This exception is shown in Figure 3B where initial accuracy is very close to 50%, which 

occurs when the decision threshold is very close to the median.  This outcome can be explained by the 

observation that responses in this data were highly skewed, consistent with descriptions of other datasets 

(Kao et al. 2018, Lorenz et al. 2011).  As a result, the median is relatively far from the mean: thus as groups 

converge toward the mean belief, the median also converges toward the mean, and therefore the majority 

can become more accurate.   

 

5.3. Study 2 Discussion 

The results of this re-analysis are consistent with our theoretical finding that for discrete choice estimates, 

social influence (nearly) always amplifies the majority opinion—regardless of accuracy—even when 

subjects form and exchange numeric estimates. Also consistent with our theoretical expectations, we 

observed one deviation from this dynamic: when the threshold of interest was close to the pre-influence 

median.  In this scenario, the outside observer will be able to see that the majority opinion shifted and might 

interpret that change as a sign that the group has shifted from an incorrect vote to a correct vote.  However, 

this particular result emerges only because the mean was more accurate than the median in the theoretical 

and empirical cases studied here.  However, the mean is not guaranteed to be more accurate than the mean 

in all empirical settings.  Thus, even should this rare dynamic be observed, collectively generated discrete 

choices should still be interpreted with caution. Overall, Study 2 points to the general conclusion that social 

influence will typically undermine the accuracy of discrete choice decisions precisely when the group most 

needs the benefit of collective intelligence, i.e. when they are initially inaccurate.   

These dynamics also mean that it is possible (and likely) that when the majority is initially inaccurate 

on a discrete choice task with an underlying numeric estimate, the group vote will become less accurate 

even as the mean numeric belief becomes more accurate.  As one illustrative example, consider a trial in 

our re-analysis of the data by Becker, Brackbill, and Centola (2017) in which individuals were estimating 

the number of calories in a meal. If you had asked the group whether or not there were fewer than 600 

calories in the meal, 74% of subjects would have said “yes,” (incorrect) while the mean estimate was 435 

calories. After observing each other’s beliefs, the percentage voting “yes” increased to 84%—a stronger 

display of consensus around an incorrect answer—even as the mean belief shifted to 466 calories, closer to 

the decision threshold.  Thus even though the mean belief didn’t become correct, the mean nonetheless 
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provides a useful indicator of the reliability of the crowd estimate:  while the majority vote seems to 

strengthen confidence in the incorrect decision, the mean belief has moved closer to the decision threshold, 

indicating that an observer should doubt the group belief and seek additional information. 

 

6. General Discussion 

Our research identifies an important contingency regarding collective intelligence theories of the wisdom 

of crowds.  Crowdsourcing approaches, which rely on the collected intelligence of independent individuals, 

work well when tasks are framed as either numeric estimates or discrete choice estimates.  However, our 

results show that collective intelligence systems, where people engage in social information processing to 

form beliefs, produce remarkably differential outcomes for numeric estimation tasks versus discrete choice 

estimations. While several previous experiments have found that collective intelligence can improve the 

accuracy of numeric estimates (Becker et al. 2017, Farrell 2011, Gürçay et al. 2015, Gustafson et al. 1973, 

Jayles et al. 2017, Navajas et al. 2018), we find that social influence dynamics nearly always amplify the 

majority belief for discrete choice tasks, regardless of the group’s initial accuracy. 

 

6.1. Limitations and Generalizability 

As with all experiments, design features that enhanced our experimental control also introduced 

generalizability limitations.  One notable observation is that in Study 1A and Study 1B, only a relatively 

small fraction of people change their mind.  This minimal movement could be a function of the short time 

frame, lack of detailed discussion, and/or the constrained information exchange via numeric signals, which 

all provided subjects limited informational incentives to change belief.  Another possibility is that subjects 

hold some skepticism regarding online experiments, i.e. that they believe social information to be faked.3  

If either of these cases hold true, our results would therefore represent a conservative effect of social 

influence: increased response to social information, as might occur in real-world discussion, is unlikely to 

change the direction of the effects, but is likely to increase their magnitude.  

Another limitation of our design is a focus on explicitly threshold decisions—i.e., we provide subjects 

a discrete choice either above or below some threshold value.  Explicitly threshold models are common in 

decision-making, as in our examples above regarding investment decisions, hiring decisions, market entry 

decisions, and physician diagnoses.  More generally, the cognitive principle of satisficing, or accepting a 

                                                      

3See, e.g., a discussion by MTurk participants on the subject of faked social information on the online discussion 

forum Reddit:  https://www.reddit.com/r/mturk/comments/7a5212/the_jerk_bonus/ 
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solution if it is “good enough” (Cyert & March) implies a threshold model of decision-making.  However, 

it is the case that some decisions are framed less like threshold decisions, as for example previous 

experiments on discrete choice (Koriat 2012) in which subjects were asked to make factual recollections, 

and further research is needed to determine if such cases could display a collective intelligence benefit 

similar to numeric estimates.  However, we expect that the results identified here will generalize to other 

types of discrete choice tasks:  in order for any other result to occur, some people would have to change 

their answer despite observing that they already share the majority opinion. 

Another limitation is the fact that we employ one social network structure—fully connected networks 

in which everyone can observe everyone else. We focus on this structure because of our interest in 

committee style decision-making, and our theoretical models also help us to understand how our results 

generalize to other structures.  For example, to understand how collective intelligence dynamics might 

shape belief formations more broadly in organizations, we can simulate these dynamics in sparse networks 

(i.e., where people talk only to their peers and not everyone in the organization).  In simulation, we find 

that the density of networks does not matter. 

More generally, with regard to all of these possibilities, the parsimony of our theoretical model allows 

us to argue that our results will generalize to a wide range of conditions.  Although we simulated several 

possible individual behavioral models for Study 1, one basic premise pervades our theoretical perspective: 

people only change their beliefs if the majority disagrees with them. As long as this plausible assumption 

holds, social influence will only enhance a majority opinion.  The results in Study 2 also follow from a 

simple and plausible premise:  people become more similar to their peers over time.  This simple assumption 

leads to convergence toward the group mean, which is sufficient to produce the predicted change in discrete 

choice beliefs. Our theoretical models therefore suggest that our results are robust to variations in the 

persuasiveness of social information, the type of task (e.g., recollection), and the structure of the 

information exchange network.   

 

6.2. Conclusion 

Most importantly, our results clearly demonstrate that for a common type of task—discrete choice 

estimation, also known as classification tasks—previous results on collective intelligence simply do not 

hold.  In this respect, our research helps to resolve the tension between classic observations of Groupthink 

(Janis 1982, Lorenz et al. 2011, Surowiecki 2004) and more recent theory on collective intelligence (Becker 

et al. 2017, Jayles et al. 2017, Navajas et al. 2018) by showing that social influence can be either helpful or 

harmful depending on the task. Although our results are negative (they show a case in which collective 
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intelligence does not work) they also offer a simple solution. While social influence dynamics risk 

decreasing the accuracy of a majority vote decision, this research reinforces the value of numeric estimates 

as a powerful tool for collective decision-making.  The results presented here suggest that a decision-maker 

wishing to harness the wisdom of the crowd should poll the group on their detailed beliefs—e.g., the 

expected payoff of an investment, the expected revenue of a new product line, or the expected probability 

that a rookie job candidate will be granted tenure—and only then use that aggregated crowd wisdom to 

form an ultimate decision, rather than taking a vote on their specific recommendation. 

Certainly, collective intelligence using numeric estimates is not a magic bullet.  Although social 

influence can reliably improve the accuracy of the mean, there is no guarantee that the group mean will 

cross the critical threshold, changing from an incorrect to a correct decision.  In the example described in 

Study 2, we found that the discrete choice vote became less accurate even as the mean estimate became 

more accurate. However, the mean estimate still remained on the wrong side of the threshold, 

recommending an incorrect decision. Importantly, however, this dynamic still produced valuable 

information: because the mean estimate moved closer to the threshold, it should reduce an outside 

observer’s confidence in the  crowd estimate. In contrast, observing only the voting decision would yield 

an apparent increase in confidence in the group recommendation, as the group displays a stronger consensus 

after discussion. 

Our results not only demonstrate a key contingency on collective intelligence theory but also highlight 

a valuable research question. Given our observation that the majority (nearly) always wins, these results 

raise the question of when, if ever, the minority opinion can win. More broadly, this research suggests that 

that nuance matters. When forming and discussing beliefs, our results recommend against carving decisions 

up into a black-and-white, either/or, yes/no type of choice. Although a decision must ultimately be made, 

our results recommend postponing that discretization until the last possible step in the process. We do not 

argue that voting has no place in organizational decisions—it can certainly be informative—but our work 

challenges the wisdom of voting as a final and fixed method for decision-making. 
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Appendix 

1. Replication Materials. 

All experimental data, analysis code, and simulation code are available for download from GitHub, and the 

URL has been removed from this submission to preserve blind peer review.  Materials will also be posted 

to Harvard Dataverse for permanent storage upon publication. 
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2.  Exact wording of questions used in Study 1B. 

• The jar in this image contains nothing but standard M&M's.  How many M&M's are in the jar? 

• A 2014 survey asked Americans whether science and technology make our lives better (easier, 

healthier, more comfortable).  What percentage of respondents agreed that science and technology 

are making our lives better? 

• How many calories do you think are in the yogurt dessert pictured here? 

• As of Friday November 16th, the stock market valued PEPSI CO at $166.35 billion.   How much 

is rival company COCA COLA worth? 

• A 2014 survey asked Americans whether science and technology make our lives better (easier, 

healthier, more comfortable).  What percentage of respondents agreed that science and technology 

are making our lives better? 

 

3. General Theoretical Model. 

For numeric decisions, an agent i updates their response estimate, Ri, , after being exposed to the estimates 

of their network neighbors,  𝑅𝑡,𝑗∈𝑁𝑖
.  We define an agent’s revision process with three components:  their 

own initial estimate; the estimates of network neighbors; and the amount of weight they place on the 

estimates of their network neighbors.  Each subject responds to social information by adopting a weighted 

mean of their own independent estimate and the estimates of their neighbors, according to the rule: 

𝑅𝑖,𝑡+1 = (1 − 𝛼𝑖)𝑅𝑖,𝑡 + 𝛼𝑖�̅�𝑡,𝑗∈𝑁𝑖
 (1) 

where the value Ri,t indicates the response of subject i at time t; αi indicates the weight they place on the 

average estimate of their neighbors; and 𝑅𝑡,𝑗∈𝑁𝑖
 indicates the average estimate of subject i’s network 

neighbors at time t.   

For discrete choice, this equation reduces to a simple threshold model.  To see this, assume that a subject 

must decide between two choices, 0 and 1.  Then 𝑅𝑡,𝑗∈𝑁𝑖
 can be represented by Pi, or the proportion of 

agent i’s network neighbors who express choice 1.  To determine the effect of social influence, we only 

need to know the conditions under which the subject will change their answer.  Assume without loss of 

generality that the subject’s initial choice is 0.  Because equation 1 can produce values between zero and 1, 

but the belief can only take values of 0 and 1, assume that an agent adopts belief 1 if their belief is greater 

than 0.5.  Then equation 1 states that the agent will change their belief under the condition that 

𝑃𝑖,𝑡 >
1

2𝛼𝑖
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which indicates that an agent will change only if the proportion of neighbors disagreeing passes a critical 

threshold.  If the agent places less than half their weight on social information (𝛼𝑖<0.5) then no amount of 

disagreement is sufficient to change the agent’s belief, since that would require P>1.  If the agent places all 

their weight on social information (𝛼𝑖 = 1) then the agent will change their belief if any majority of their 

peers disagree, i.e. if P>0.5. Values for social information weight between 𝛼𝑖 = 0.5 and 𝛼𝑖 = 1 will 

determine thresholds in social information between 0.5 and 1. 

 

4. Description of Signal Detection Model.   

This model is designed to reflect a process in which agents receive a continuous noisy signal from 0 to 1 

and use that signal to inform their discrete belief about the state of the world, which is either 0 or 1.  The 

“clarity” of the signal determines the agent’s confidence in their belief, and their confidence determines 

their response to social information.   

Response to social information is reflected as a standard adoption threshold model.  We first an agent 

will never change their answer if the majority of their peers already agree with them.  We next assume that 

an will change their answer (i.e., adopt the countervailing belief) if some critical proportion T of network 

neighbors disagree with them.  The more confident is an agent, the higher their threshold. 

The model is defined as follows:  

• Each agent i receives a continuous signal Si between 0 and 1 distributed binomially 

• When Si < 0.5, the agent’s believes 0; when Si > 0.5, the agent believes 1. 

• Si represents the clarity of the signal, and determines an agent’s confidence:  the closer Si is to 0.5, 

the less confident an agent is.   

• Confidence ranges from 0 (least confident) to 1 (most confident) and is defined as: 

𝐶𝑖 =  |𝑆𝑖 − 0.5| ∗  2 

• Individual adoption threshold ranges from 0.5 to 1, and is defined as: 

𝑇𝑖 =  
𝐶𝑖

2
+ 0.5 

The model then proceeds in discrete time.  At each time step, all agents update their beliefs, and the 

simulation proceeds until no agent makes any additional changes to their belief. 

 

5. Detailed Results of Numeric Estimation Model With Discrete Threshold.   

We simulate the scenario in which individuals form and exchange numeric estimates, and then vote on 

whether or not the estimation is above or below some decision threshold T.  Our simulation follows exactly 

previous research on belief formation (Becker et al, 2017; Degroot, 1974) described above.  We model 



CROWD CLASSIFICATION PROBLEM 28 

 

 

 

belief formation with an initially (independent) log-normal belief distribution (μ=0, σ=1).  Values from 

alpha drawn from a distribution measured from empirical data made available from previous experiments 

(Becker et al. 2017). 

 Given this fixed distribution of beliefs, the simulation varies the value for truth (ϴ) and decision 

threshold (D).   Both D and ϴ are measured as quantiles of the initial distribution.  Thus when D=0.5, the 

population is evenly split on the vote since the decision threshold is equal to the median. The initial accuracy 

of the group vote is determined entirely by D and ϴ.  E.g., if ϴ<D<0.5, then the majority is incorrect, 

because most people think the value is greater than D, but the true value is less than D.  If D<ϴ<0.5 than 

the majority is incorrect, because most people think the value is greater than T, and the true value is in fact 

greater than D. 

Figure A1 shows the proportion of simulations in which the majority improves.  As the figure shows, 

the majority is enhanced in almost all cases.  The exception is when the decision threshold T is very close 

to the median numeric estimate.  As in the main text and demonstrated in Figure 3 (left), this is the one case 

in which social influence is expected to correct an initially incorrect majority opinion.  

 

6. Alternative Representation of Figure 3B 

Figure A2 represent an alternative representation of the empirical analysis shown in Figure 3B.  This figure 

shows the same results as Figure 3B in the main text, but distinguishes data with different decision 

thresholds (the x-axis in Figure A2) that can produce the same level of initial accuracy (the x-axis in Figure 

3B).   The results are comparable. 

Figure A1.  Change in Accuracy As Function of Truth Quantile and Decision Threshold Quantile 

Notes:  Cell fill shows proportion of groups improving, cell outline shows initial accuracy.   Grey outlines 

indicate that a group was initially accurate, white indicates that a group was initially inaccurate.  
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Figure A2.  Alternative representation of Figure 3B 

 


