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Abstract. A critical problem in social science is to determine how social processes impact a 

group’s accuracy in estimation tasks such as financial forecasting, medical diagnoses, and hiring 

assessments. While prior research suggests that communication improves accuracy, these analyses 

assume that the effect of communication is the same for all tasks. In contrast, we find substantial 

heterogeneity in the effect of communication across different tasks. Our re-analysis of 608 

experimental trials from 4 previously published experiments shows that the statistical distribution 

of pre-communication estimates, which varies between tasks, substantially impacts the effect of 

communication on the accuracy of the aggregate (i.e., mean) belief. When communication is 

limited to sharing numeric estimates, communication consistently increased the accuracy of the 

mean belief, but the initial distribution moderated the strength of that effect. However, in 

experiments where people engaged in open-ended discussion, communication sometimes 

increased accuracy and sometimes decreased accuracy, depending on initial belief distribution. 

These results call for revised theoretical models of social belief formation. 

 

Body. Laboratory research on the “wisdom of crowds” has shown that communication between 

group members can improve belief accuracy for numeric estimation tasks (1–8), but these analyses 

measured only the average treatment effect of communication, masking potential heterogeneity 

across tasks. Thus, while these results might seem to broadly recommend the benefits of 

communication, this interpretation rests on the assumption that the benefits of communication are 

the same for all tasks. However, related research on collective problem solving (9, 10) and 

decision-making (11) suggests that variation in task characteristics (e.g., difficulty or uncertainty) 

can fundamentally alter group dynamics.  
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For numeric estimation tasks, a key characteristic of interest is the statistical distribution 

of pre-communication beliefs (12, 13). To capture the variation in this distribution, we measure 

the “proportion on the side of truth,” illustrated in Figure 1A and defined as follows: For any given 

belief distribution, the true answer lies either above or below the group mean. Any individual belief 

similarly lies above or below the mean, and thus an individual belief lies on either the truth side of 

the mean (“truth side”) or not (“opposite side”). We measure the proportion of individuals whose 

beliefs lie on the truth side of the mean, henceforth φ. Figure 1B shows the distribution of φ across 

all experimental trials analyzed in this report.  

 Our focus on φ is motivated by the network dynamics of communication. Consider two 

extremes. In a communication network with one highly central individual, the effect of 

communication depends on the belief of that central individual. If that individual holds a belief on 

the truth side of the mean, communication increases the accuracy of the mean belief; if that 

individual is away from the truth, communication decreases the accuracy of the mean (2). When 

that individual is randomly selected as in (2), then the probability that their belief will be on the 

truth side of the mean will be equal to φ. Thus the probability that the group will improve in 

centralized networks is equal to φ, so that when φ>1

2
 the group mean will become more accurate 

on average, and when φ<1

2
 the mean is expected to become less accurate.  

On the other extreme, every person in the network may be equally connected, as in the 

experiments we analyze here. In such networks, prior theoretical models suggested that groups 

would simply converge on the mean belief (2, 14, 15). Empirical research has confirmed that the 

average effect for groups in such equally connected networks is broad convergence toward the 

mean (4, 16), even as the mean becomes more accurate (2, 8). These findings suggest that the 
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dynamics of group belief formation in equally connected networks are governed by the average 

alone, and that φ should not matter. 

However, even in networks where everybody is equally connected, some group members 

may still be more influential than others. Some individuals may be more influential simply by 

virtue of being more talkative or more persuasive. Another way in which influence can vary is 

through heterogeneous responses to social information, since individuals who make smaller 

adjustments are more influential on group beliefs (2, 17). Due to the potential for individual 

variation in influence, the effects of communication may be moderated by φ even in networks 

where everyone is equally connected. 

 Importantly, the potential mechanisms that determine influence, and therefore the 

potential effect of φ, vary depending on communication format. Experiments on group accuracy 

have employed two distinct communication formats (6, 7). In some experiments (1–3) subjects can 

only see the numeric estimates provided by other subjects; no other information is exchanged. 

Under these circumstances (henceforth “numeric exchange”) the only way people can vary in their 

influence is through their responses to social information, i.e. whether they make small or large 

adjustments. In other experiments (4, 5, 8) subjects engage freely in unstructured discussions, 

which provides additional mechanisms by which people can vary in influence such as 

persuasiveness. We therefore analyze numeric exchange and unstructured discussion separately. 

 To empirically test the effect of initial belief distribution under these two communication 

formats, we use data from four published experiments (2–4, 16) in which 1,750 subjects organized 

into 105 independent groups completed a total of 12,488 estimations. All the experiments followed 

similar procedures. In each study, subjects simultaneously answered numeric estimation tasks on 

a range of topics. Subjects first provided an independent estimate, then communicated information 
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about their beliefs with each other, and were then given one or more opportunities to revise their 

estimate. Three studies (2, 3, 16) allowed only numeric exchange and one study (4) provided a 

computer chat interface allowing unstructured discussion in addition to numeric exchange. One 

trial consists of a single group answering a single estimation task. In total, these experiments 

generated 299 trials of numeric information exchange and 309 trials of unstructured discussion. 

 For each trial, we calculate φ and measure a simple binary outcome: was the mean answer 

closer to the truth after communication? Figures 1C and 1D visually illustrate the effect of φ on 

the probability that the mean became more accurate. We use logistic regression (see Materials and 

Methods) to test the relationship between φ and the effect of communication, finding that the 

probability of improvement increases with φ for both numeric information exchange (N=299, 

P<0.01, Fig. 1C) and unstructured discussion (N=309, P<0.001, Fig. 1D). For numeric exchange, 

we observe the same trend in each dataset separately, though smaller sample sizes do not always 

produce statistically significant differences (N=59, P<0.12; N=192, P<0.01; N=48, P<0.56 for 

refs 2, 3, 14 respectively). 

 Our analysis so far indicates that initial belief distribution plays a substantial role in 

determining the effect of communication on belief accuracy. We additionally find heterogeneous 

effects of belief distribution when comparing numeric exchange to unstructured discussion. To 

illustrate this difference, we compare outcomes for trials where φ>1

2
 (majority on the truth side) 

and trials where φ<1

2
 (majority on the opposite side). Critically, this analysis indicates that the value 

of φ can completely reverse outcomes for unstructured discussion. 

For numeric exchange, communication improves the accuracy of the mean for all 

estimation tasks: both when φ>1

2
 (63% improvement, N=210, P<0.001) and when φ<1

2
 (58% 

improved, N=77, P<0.17) although the improvement for φ<1

2
 is less statistically significant due to 
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the smaller sample size. In contrast, unstructured discussion only increased the accuracy of the 

mean when the majority was on the side of truth, i.e. when φ>1

2
 (66% improved, N=171, P<0.001). 

When φ<1

2
, i.e. when the majority was opposite truth, the accuracy of the mean decreased overall 

(36% improved, N=102, P<0.01). These results are consistent with the expectation that 

unstructured discussion provides greater opportunity for variation in individual influence. Figures 

1E and 1F show summary outcomes for the two communication formats (numeric exchange, 

unstructured discussion) and the two distribution types (majority truth side, majority opposite 

side). Comparing across communication formats when the majority is on the opposite side of truth, 

we find that the probability that the mean improves is significantly greater for numeric exchange 

than for unstructured discussion (P<0.01). When the majority was on the truth side, unstructured 

discussion showed a nominally greater probability of improving, but the two communication 

formats were statistically indistinguishable for these trials.  

As shown in Figure 1B, the majority was on the side of truth for most trials, increasing the 

likelihood that prior research would show an improvement in mean beliefs for both communication 

formats. While 381 trials showed φ>1

2
, only 179 trials showed φ<1

2
 (the group was evenly split with 

φ=1

2
 in 48 trials). This distribution suggests that previous research may have overestimated the 

potential for social learning to improve belief accuracy. Most importantly, our results suggest that 

experiments allowing unstructured discussion can produce fundamentally different outcomes 

depending on task characteristics. 

 These results have substantial implications for research on accurate belief formation. 

Research that does not account for task variation runs the risk of recommending interventions that 

may not be reliable. While we find that initial belief distribution can moderate and even reverse 

the effect of communication, the role of φ is not well explained in the formal theorical models 
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described in previous research. These results therefore call for more nuanced theoretical models 

and additional empirical research to produce a more general model of social belief formation. 

 One limitation of the analysis presented here is that we took advantage of chance variation 

in task characteristics, and we therefore cannot determine what causes different tasks to have 

different properties. Additionally, we do not expect that φ captures the key features of all potential 

variation in task characteristics, and future research should seek to identify whether other features 

of estimation tasks can impact the accuracy of belief formation in groups. However, our analysis 

demonstrates that even this simple metric is sufficient to produce substantial variation in outcomes, 

highlighting the importance of task characteristics in determining group dynamics. Our findings 

therefore suggest that a key avenue for future research is the development of methods that 

systematically vary task characteristics, in order to develop greater understanding about what 

features of estimation tasks can impact decision-making and how these characteristics shape group 

belief formation. These generalizations are important to understand contexts such as geopolitical 

forecasting, organizational decision-making, and campaigns against misinformation.  

Despite the methodological simplicity of our analysis, these findings show that task 

characteristics—reflected here in the pre-communication belief distribution—can substantially 

alter the effect of communication on belief accuracy. Overall, our analysis suggests that broad 

recommendations about the benefits of social information exchange may be premature, and our 

results highlight both task-dependence and communication format as key areas for future research 

on the wisdom of crowds. 
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Materials and Methods 

We analyze responses by subjects who answered in both the initial round and the final round. To 

control for correlation between outcomes by the same groups and datasets, we use clustered errors 

and add fixed effects for each group and dataset. Code to replicate our analysis is provided at: 

https://github.com/joshua-a-becker/effect-of-distribution . 
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Figure 1. A: Schematic illustrating the measurement of proportion on the truth side of the mean. 

B: Histogram displaying the distribution of φ across all trials analyzed here. C, D: Each point 

indicates the probability that a group became more accurate, given the proportion on the truth side 

of the mean (φ) rounded to the nearest decile. Bars indicate 95% confidence intervals on the 

proportion. E, F: The probability that the mean improved depended on whether the majority of 

initial estimates were on the truth side or the opposite side. For numeric exchange, φ moderated 

the benefits of communication, but did not reverse effects. In experiments where subjects 

exchanged information in unstructured discussions, communication produced opposite effects 

when majority was on truth side vs. opposite. C-F: Numeric labels indicate the number of trials. 


